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Abstract: Systematic reviews are an increasingly popular decision-making tool that provides an unbiased
summary of evidence to support conservation action. These reviews bridge the gap between researchers and
managers by presenting a comprehensive overview of all studies relating to a particular topic and identify
specifically where and under which conditions an effect is present. However, several technical challenges
can severely hinder the feasibility and applicability of systematic reviews, for example, homonyms (terms
that share spelling but differ in meaning). Homonyms add noise to search results and cannot be easily
identified or removed. We developed a semiautomated approach that can aid in the classification of homonyms
among narratives. We used a combination of automated content analysis and artificial neural networks to
quickly and accurately sift through large corpora of academic texts and classify them to distinct topics. As
an example, we explored the use of the word reintroduction in academic texts. Reintroduction is used within
the conservation context to indicate the release of organisms to their former native habitat; however, a Web
of Science search for this word returned thousands of publications in which the term has other meanings
and contexts. Using our method, we automatically classified a sample of 3000 of these publications with over
99% accuracy, relative to a manual classification. Our approach can be used easily with other homonyms
and can greatly facilitate systematic reviews or similar work in which homonyms hinder the harnessing of
large text corpora. Beyond homonyms we see great promise in combining automated content analysis and
machine-learning methods to handle and screen big data for relevant information in conservation science.

Keywords: automated content analysis, big data, homographs, neural networks, reintroductions, systematic
reviews, text mining

Uso del Aprendizaje Automático para Esclarecer Homónimos en Textos Extensos

Resumen: Las revisiones sistemáticas son una herramienta cada vez más popular para la toma de deci-
siones que proporciona un resumen imparcial de evidencia para apoyar a la acción de la conservación.
Estas revisiones llenan el vaćıo entre los investigadores y los administradores al presentar una visión de
conjunto completa de todos los estudios relacionados a un tema particular e identifican espećıficamente
dónde y bajo cuáles condiciones está presente un efecto. Sin embargo, varios desaf́ıos técnicos pueden entor-
pecer severamente la viabilidad y la relevancia de las revisiones sistemáticas, por ejemplo, los homónimos
(términos que comparten ortograf́ıa pero difieren en su significado). Los homónimos suman ruido a los
resultados de búsqueda y no pueden ser identificados y eliminados fácilmente. Desarrollamos una estrategia
semi-automatizada que puede ayudar en la clasificación de homónimos entre las narrativas. Usamos una
combinación de análisis automatizados de contenido y redes neurales artificiales para examinar cuidadosa y
rápidamente de textos académicos extensos y clasificarlos en temas distintos. Como ejemplo, exploramos el uso
de la palabra reintroducción en textos académicos. Reintroducción se usa dentro del contexto de conservación
para indicar la liberación de organismos dentro de su hábitat nativo anterior; sin embargo, una búsqueda de
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2 Disentangling Homonyms

esta palabra en Web of Science resultó en miles de publicaciones en las que el término tiene otros significados y
contextos. Con nuestro método clasificamos automáticamente una muestra de 3000 de estas publicaciones con
más de 99% de exactitud, relativo a un manual de clasificación. Nuestra estrategia puede usarse fácilmente
con otros homónimos y pude facilitar enormemente las revisiones sistemáticas o trabajos similares en los que
los homónimos dificulten el empleo de cuerpos grandes de texto. Más allá de los homónimos vemos una gran
promesa en la combinación de análisis automatizados de contenido y los métodos de aprendizaje automático
para manejar y filtrar gran cantidad de datos en búsqueda de información relevante para la ciencia de la
conservación.

Palabras Clave: análisis automatizado de contenido, datos grandes, homógrafos, mineŕıa de textos, redes
neurales, reintroducciones, revisiones sistemáticas
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Introduction

Recent years have seen a sharp increase in the quantity of
texts, both scientific and nonscientific, available in digital
archives (Hey & Trefethen 2003; Kennan et al. 2012).
This is a result of several trends, including the shift to
provide digital access to most classical scientific journals,
the emergence of many new information outlets—some
of which are solely digital—and the digital scanning of
older articles, books, and other scientific outputs (Con-
naway 2003; Raschke 2003; Kasemsap 2016). Although
recognized for half a century (Margolis 1967; London
1968), the growing influx of indexable, subsettable, and
easily accessible text corpora from many sources and eras
brings much promise for improved and novel scientific
endeavors (Philip Chen & Zhang 2014).

The need to sort through the ever-increasing volumes
of scientific data, distill useful information and make it
available to conservation scientists and policy makers
has made systematic reviews an important tool for en-
vironmental decision making. In systematic reviews, the
findings of individual studies pertaining to a particular
topic or question are identified, evaluated, and summa-
rized (University of York Centre for Reviews Dissemina-
tion 2009). These reviews bridge the gap between re-
searchers and managers by presenting a comprehensive
overview of all studies relating to a topic and identifying
specifically where and under which conditions an effect
is present. Furthermore, systematic reviews and meta-
analyses are gaining greater importance in influencing

policy makers and clinical opinion worldwide (Tacconelli
2010). Over the past 4 decades systematic reviews have
become paramount in medical research and decision
making (Gough et al. 2017). Recent years have also seen
the adoption of this approach in environmental sciences
(Bilotta et al. 2014). Systematic review and meta-analysis
have become the gold standards for providing unbiased
summarized evidence to support conservation action and
are quickly becoming the primary tools for evidence-
based conservation (Dicks et al. 2014; Cook et al. 2017).

Although holding much promise for improving sci-
ence, the scientific-publication data deluge is not without
its problems (Siebert et al. 2015). Keeping up to date
with new outlets, publications, and constantly expand-
ing fields is becoming an increasing challenge (Lawrence
& Giles 1999; Tejeda-Lorente et al. 2014). As academic
corpora grow rapidly in size and breadth (Ferreira et al.
2016), the ability to access them methodically becomes
ever-more dependent on various automated algorithms
and software (Hersh 2009). Furthermore, new forms of
publicizing science such as blogs and personal data repos-
itories (e.g., Figshare, Dryad, or Zenodo) make this an
even more arduous task. This influx also brings about
the need to combine results from several sources to im-
prove search performance and inclusiveness of results
(Lawrence & Giles 1998). The data-deluge problem has
been specifically raised with respect to systematic re-
views (Bastian et al. 2010; Lefebvre et al. 2013). Beyond
the constant influx of new publications there are other
technical issues with accessing, sorting, and analyzing
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ever-expanding data. Westgate and Lindenmayer (2017)
pinpoint several important technical challenges to con-
ducting systematic reviews specifically within the con-
servation realm.

One hindrance to collection and assessment of data
from the scientific literature is distinguishing between
homonyms. Homonyms are “[t]he same name or word
used to denote different things” (Oxford English Dic-
tionary 2017a) and are a common feature of most lan-
guages (Kulkarni et al. 2008). For example “orange”
refers to both a color and a fruit. With respect to au-
tomated searches for terms, we were specifically inter-
ested in homographs (i.e., words that have the same
spelling but are of different origin and meaning [Ox-
ford English Dictionary 2017a] irrespective of their pro-
nunciation). Westgate and Lindenmayer (2017) highlight
that “homonyms . . . [add] irrelevant hits to search re-
sults because redundant meanings are provided by the
search engine (leading to low specificity)” and state that
“[h]omonyms cannot be readily excluded from keyword-
based searches.” In general, homonyms present a unique
data-mining challenge to separate signal from noise be-
cause context cannot be derived from the words alone
(Rahm & Bernstein 2001; Tzanis 2014). Disentangling
homonyms and similar problems have been raised in
other attempts to analyze and mine large text corpora in
various fields such as disambiguation in medical literature
(Krauthammer & Nenadic 2004; Schuemie et al. 2005),
patent retrieval (Raffo & Lhuillery 2009), classification of
deep-web sources (Xu et al. 2007), as well as conservation
(Ladle et al. 2016; Roll et al. 2016; Correia et al. 2017).

We aimed to provide a semiautomated method to accu-
rately distinguish between results pertaining to distinct
scientific fields from a single homonym search term. We
used automated text analysis and supervised machine-
learning algorithms to classify outputs of a scientific
database. As an example, we explored the use of the
word :reintroduction” in academic texts as extracted
from Thomson’s (now Clarivate Analytics) Web of Sci-
ence searches.

Methods

Reintroduction is used in conservation contexts to indi-
cate the intentional movement and release of organisms
to their former native habitat (IUCN/SSC 2013). However,
it is also commonly used in reference to the more tradi-
tional meaning of the word: bringing a material or a con-
cept into existence or effect again. Thus, scientists may
reintroduce a chemical, a disease vector, or even an idea
into a system in a manner that is fundamentally different
and unrelated to a conservation narrative. We conducted
a topic search for the terms reintroduc∗ or re-introduc∗ on
31 May 2016 from the following databases within Web of
Science: Core Collection, Current Contents, Derwent In-

novations, KCI (Korean Journal Database), Medline, Rus-
sian Citation Index, SciELO, Data Citation Index, BIOSIS,
Inspec, and Zoological Record.

We tested our method by exploring a sample of the
3000 most recent references out of all results obtained.
One of us (O.B.T.) manually classified the references
as pertaining or unrelated to the conservation narrative
based on titles and abstracts where necessary. This pro-
cedure took about 3 hours. Approximately two-thirds of
papers were unrelated to conservation. The results of
this manual classification were then used to train our
automated classification and, via a cross-validation pro-
cedure, to obtain näıve classification of the algorithm on
the test cases.

We initially removed from all of our text corpora
stop words (e.g., the, if, is), punctuation, and numbers.
We then extracted the title and keyword texts from
each paper, pooled these, and removed sparse terms
(i.e., infrequent terms). This left us with the 22 most
common terms in the data set for which we tallied their
frequency in each paper (see Supporting Information
for the list of terms, the sparsity parameters used to
retain the most common terms, and the underlying
code). We repeated this procedure for words in the
abstracts of each paper to extract the frequency of
the 12 most popular words found in abstracts (list of
terms in Supporting Information). To these, we added
the 19 most popular terms found in the names of the
journals in which each article was published (Supporting
Information). Together this yielded the occurrence
frequencies of relevant terms from these 3 entities
(titles and keywords, abstracts, journal names), which
are common and accessible features of most articles
published in the scientific literature. We added to these
entities as a categorical predictor the main category of
the journal as designated by Thompson’s InCites Essential
Science indicators Master Journal list (available from
http://ipscience-help.thomsonreuters.com/incitesLive
ESI/ESIGroup/overviewESI/esiJournalsList.html). All text
mining was conducted using the tm R package (Feinerer
et al. 2008; Feinerer & Hornik 2015). The code for all
our analyses is in Supporting Information.

We distinguished between conservation-related and
unrelated reintroduction articles by using an artificial-
neural-networks classification procedure. Artificial neural
networks are a flexible and powerful tool used in various
fields (Nielsen 2015). They allow one to model nonlinear
relationships, do not require assumptions regarding the
distributions of the variables, and accommodate variable
interactions without prior specifications (Olden et al.
2008). We used feed-forward neural networks as imple-
mented in the nnet function of the nnet R package (Ven-
ables & Ripley 2002). There were10 units in 1 hidden
layer and a maximum of 1000 iterations. We used this
method within a 10-fold cross-validation procedure. At
each iteration, we constructed the model on 90% of the
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Figure 1. Stages of a semiautomated approach to classifying homonyms among narratives that include
text-mining and machine-learning modeling (ISI, Institute for Scientific Information; “main category,” journal
main category as designated by Thompson’s InCites Essential Science indicators Master Journal list). Components
needed to construct and test a model (based on a subset of the data) that will eventually be used to classify all
data are depicted.

data as a training set and used each training set to predict
the remaining 10% of the test cases. For each iteration, we
recoded the error rate, which was calculated as a percent-
age, out of all cases, of automated classifications—either
related or unrelated—that were in disagreement with our
manual classification. We then summed these error rates
for all 10 iterations to obtain the overall mean absolute
prediction error. We constructed a workflow chart of
the stages in our semiautomated approach to classifying

these records (Fig. 1). We constructed communality and
comparison word clouds to depict shared versus unique
terms in content related and unrelated content to conser-
vation (Fig. 2).

We conducted a sensitivity analysis to test the effect
of the different modeling parameters on the error rate.
Initially, we tested the effect of decreasing the number of
cases on the error rate. Because several sources and out-
lets are not indexed in ISI for main-category assignments,

Conservation Biology
Volume 00, No. 0, 2018



Roll et al. 5

Figure 2. Titles and keywords of a sample of 3000 papers dealing with reintroductions in (a) a communality
word cloud highlighting the shared terms between references related and unrelated to conservation and (b) a
comparison word cloud highlighting the main terms for either related or unrelated articles.

we repeated this procedure without this information to
test its effect on classification. We conducted these pro-
cedures twice with different sparsity parameters for our
three general sources of information (titles + keywords,
abstracts, journal names) to test the effect of the overall
number of modeling terms on error rate. In the first run,
we set sparsity to 0.97, 0.85, and 0.97, which yielded
20, 30, and 11 different terms for the titles + keywords,
abstracts, and journal names, respectively. In the second
run, we set sparsity values to 0.95, 0.75, and 0.95, which
yielded 6, 9, and 4 different terms for the titles + key-
words, abstracts, and journal names, respectively. For all
tests we recorded, the error rate from a 10-fold cross-
validation procedure. For each set of parameters, with or
without main category, and with a different number of
cases, we subsampled our 3000-cases data set 5 times and
calculated the mean and standard deviation of the error
rates from these different subsamples.

Results

Our Web of Science searches yielded 26,259 unique
candidate references with the term reintroduc∗ or re-
introduc∗. From a brief observation of the titles of some
of these results, it was clear that although many applied
this term within a conservation narrative, a large num-
ber did not. Word clouds clearly showed there was a
division in the narratives of the papers categorized with
reintroduction in their topic in Web of Science searches
(Fig. 2).

Our first implementation of the classification algorithm
returned a classification error rate of 1.6%. However, ex-
ploring specifically those cases where there were mis-

matches between the manual and machine-learning clas-
sifications highlighted 30 papers that were misclassified
in the initial manual classification. We proceeded to re-
analyze the new, revisited data with the same method,
which brought our overall error rate down to under 1%.

Our sensitivity analysis showed that both number of
cases and number of modeling terms affected error rate
(Fig. 3). As fewer cases were sampled, the error rate
increased from <1% for 3000 cases to about 12% for 250
cases when many modeling terms were used and from
about 4% to 16% when few modeling terms were in-
corporated. Running the classification without the main-
category information further increased the error rate by
1–2% when many terms were used and by about 4% when
few terms were used (Fig. 3).

Discussion

In this age of big data, obtaining large text corpora
is becoming very rapid and convenient (Bollier &
Firestone 2010; Tzanis 2014). Nevertheless, this flurry
of data come at a price—the effort needed to sift through
it and distinguish relevant from irrelevant information
(Hersh 2009). Homonyms exemplify a particular conun-
drum in searches of large text corpora because a priori
there is no inherent information that enables a distinc-
tion between different meanings of a term. Nevertheless,
we found that a combination of manual classification on
a sample of the data together with text mining and a
commonplace machine-learning algorithm can provide
an accurate and quick homonym classification procedure
for a large data set of references addressing a particular
theme, topic, or question. Our approach can be further
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Figure 3. Results of the sensitivity analysis of error-rate values when classifying articles related and unrelated (i.e.,
cases) to conservation with a machine-learning model compared with manual classification. The graphs illustrate
the effect of the number of articles used in the modeling procedure, different number of classification terms, and
the use of journal main-category information (lines, mean error-rate values for different subsample runs; shading,
standard deviations of the error rate for the subsamples; black lines, error-rate values based on journal
main-category information; dashed lines, main-category information not used). Two sets of sparsity parameter
values were tested: (a) sparsity values set at 0.97, 0.85, and 0.97 yielding 20, 30, and 11 different terms for the
article titles + keywords, abstracts, and journal names respectively and (b) sparsity values set at 0.95, 0.75, and
0.95 yielding 6, 9, and 4 different terms for in article titles + keywords, abstracts, and journal names, respectively.
Sparsity governs the number of unique classification terms obtained from each article entity: article titles +
keywords, abstracts, journal names. See Supporting Information for a list of terms.

used for other, similar classification problems associated
with large text corpora.

However, while holding much promise, our approach
is not without its problems. First, it relies on structured
data per article, as can be obtained from Web of Science,
which are not necessarily easily obtainable from other ar-
ticle repositories (e.g., Google Scholar). Structured data
in this context refer to data that have been organized
into a formatted repository, typically a database, so that
its elements can be seamlessly and readily searchable
by simple, straightforward search-engine algorithms or
other search operations. When using unstructured data,
either more preprocessing of the data is needed or more
elaborate text-mining terms should be employed. Further-
more, both our automated context-analysis and machine-
learning models needed fine tuning to achieve best re-
sults. For example, we needed to determine the values of
the sparsity parameters that govern how many terms will
be used from each source because these have an effect
on classification success (Fig. 3). Moreover, observing
the actual terms obtained from the text-mining approach
and using only those that are potentially good at distin-
guishing between the homonyms, rather than general
ones, can aid and speed the classification process. Our
approach also depends on manually classifying a large
and representative sample of the articles in questions.
When obtaining and manually classifying such a sample is

problematic, other automated classification approaches
may be preferred. Generally, there is a need for a good
sample of relevant and irrelevant items in the manual
classification sample to enable accurate automatic classi-
fication (Fig. 3).

We wanted to explore our classification approach’s ef-
ficacy in classifying different types of texts. The 3000 ref-
erences we analyzed were composed of predominantly
journal articles and a few conference proceeding and we
did not find differences in classification success between
these two sources. Therefore, we explored the model’s
ability to classify correctly the full data set of records
that included different types of texts such as books, unin-
dexed journals, and scientific repository items. We found
that our error rate increased for these types of records,
predominantly when they did not contain some of the
sections we used in the text-mining procedure (i.e., had
no abstract or keywords or did not have a main category
assignment through ISI). Once we, for example, added
main-category information manually to the records, their
classification error rate greatly decreased. This was also
evident from our sensitivity analysis conducted on the
3000 manually classified records (Fig. 3). This result high-
lights the great benefit for automated classification that
structured data have over unstructured data. It also sug-
gests that to achieve best results when replicating our
approach, it is advisable to be familiar with the nature of
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the data and its metadata and the effect of the modeling
parameters on results (Fig. 3).

Using automated text or content analysis is increasing
in prevalence for an array of scientific fields (Cohen &
Hersh 2005; Feldman & Sanger 2007). For example, it
has been used to inform policy decisions related to emer-
gency management, financial regulation, and other fields
(Ngai & Lee 2016), to understand social media trends
and usage (He et al. 2013; Mostafa 2013), and in many
commercial applications (He et al. 2013; Mostafa 2013;
Khadjeh Nassirtoussi et al. 2014). Silva et al. (2016) used
such methods, together with graph-theory analyses, to en-
able mapping and visualizations of scientific fields. These
approaches could also be of much use for conservation,
for example in identifying knowledge and research gaps
(Fisher et al. 2010; dos Santos et al. 2015; Westgate et al.
2015). Use of text mining is becoming more common
as a tool to aid systematic reviews (Thomas et al. 2011;
Tsafnat et al. 2014; O’Mara-Eves et al. 2015) and will be
of even greater importance in coming years as databases
become more structured (Lefebvre et al. 2013). In their
review of text mining tools in systematic reviews, O’Mara-
Eves et al. (2015) state that “The use of text mining
to eliminate studies automatically should be considered
promising, but not yet fully proven.” We hope our con-
tribution gives some support for the feasibility of semi-
automated approaches (incorporating text mining and
machine learning) to sieve through large corpora and
remove unrelated items. Similar approaches pertaining
to other facets of systematic reviews could also benefit
from automated stages in the data collection, curation,
and validation (Nunez-Mir et al. 2016). We suggest that
some of these methods could, in the future, even be
incorporated into database search interfaces to make
them much more effective. Dictionaries of homonyms
and their respective narratives could be compiled, and
then once a homonym term is searched, search engines
would display different narratives the homonym refers to.
Then a search for results only within a particular narrative
would be conducted.

Although we tested our approach on a single term—
reintroduction—that has both conservation-relevant and
-irrelevant narratives, homonyms are omnipresent in lan-
guage and inflate automated search results with noise.
Some examples from the conservation narrative include,
the term “conservation” itself, and its derivatives, which
are also used heavily in genetic and evolutionary research
(e.g., conserved elements in the genome) and other narra-
tives without relevance to conservation science. “Nature”
is another opaque term with many different meanings in
different contexts (Oxford English Dictionary 2017b). Be-
yond these broad terms relating to conservation science,
there are many other more detailed phrases or terms
that are homonyms, for example, terms pertaining to
invasion biology such as “invasion” itself, and “alien,”
“exotic,” and “nonindigenous” have narratives that are

related and unrelated to conservation. “Restoration” is
used also with respect to art and artifacts, “threat” and
“disturbance” have many psychological and other con-
notations to them, and so on. Within the framework
of systematic reviews, we suggest that an initial explo-
ration of search terms for the existence of homonyms
should be pursued. If these occur (i.e., if some of the
returned results are unrelated outputs), then our ap-
proach can be applied to separate the wheat from the
chaff.

Our approach could be further expanded to automati-
cally explore whether homonyms occur in different text
corpora. Our observation that the automated approach
outperformed the manual classification in some instances
gives us confidence in our method and supports the idea
that a fully automated approached can be pursued. For
fully automated classification, one could potentially use
the most common terms in titles, keywords, abstracts,
and journal names as well as journal categories as inputs
for automated clustering algorithms. These could in turn
show whether data cluster into 1 (no homonyms), 2, or
more clusters (homonyms possible). Methodologically,
this will entail changing our modeling scheme from the
supervised machine-learning approach to unsupervised
methods. The classification method we employed—
artificial neural networks—can also be used in unsu-
pervised learning, for example through self-organized
maps. This extension of our method is therefore relatively
straightforward and could be easily applied, for example,
in R (e.g., Wehrens & Buydens 2007; Yan 2016). Such
an automated approach could be particularly beneficial
when exploring many potential homonym terms simul-
taneously, a situation in which it is difficult to obtain
representative test cases for manual classification, or for
checking whether terms cluster together when combin-
ing data sets from different sources or across languages.

The analysis of big data presents novel challenges
that in turn promote the development of new tools and
methods to overcome them. Westgate and Lindenmayer
(2017) specifically summarize the difficulties of conduct-
ing systematic reviews for conservation science, but the
issues they raise are common to many other fields. We
hope our proposed framework (Fig. 1) will be useful for
separating related from unrelated content for an array of
questions and topics.
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Supporting Information

A list of parameters used in the analyses (Appendix S1)
and of terms for the 3 entities extracted per reference
(Appendix S2) and the R code used to prepare the data
for modeling and the modeling itself (Appendix S3) are
available online. The authors are solely responsible for
the content and functionality of these materials. Queries
(other than absence of the material) should be directed
to the corresponding author.
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